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Abstract

The perceived health risks of smoking are considered to be critically
important to the decision to smoke. Many studies which seek to elicit
beliefs about the health risks of smoking do so with unincentivized surveys,
and do not attempt to measure the confidence respondents have in their
beliefs. Inferences made from unincentivized survey methods can be unreliable.
We implement an incentive compatible experiment designed to elicit the
beliefs of subjects, as well as the confidence subjects have in their beliefs.
We find that subjects typically underestimate the risk of lung cancer and
chronic obstructive pulmonary disease, and overestimate the risk of other
cancers and heart disease due to smoking. We find some evidence of differences
in the mean beliefs of smokers and non-smokers, but no evidence of differences
in the confidence in beliefs of smokers and non-smokers.
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1 Introduction

The perceived health risks of smoking tobacco are considered critically important

to the decision to smoke. It is medically and epidemiologically uncontroversial

that smoking tobacco is dangerous to the health of individuals who smoke, and

to the health of others who are exposed to second hand smoke. Many governments

around the world advertise the risks of tobacco on packaging, prohibit advertising

of tobacco products on television, and fund educational programs to increase

awareness of these health risks.

Information campaigns, policies, and regulations that seek to inform people

about the objective risks of smoking tobacco are themselves informed by two

hypotheses concerning tobacco smoking. The first is that there is some causal

linkage between the beliefs held by individuals about the health risks of smoking

and their decisions to start, continue, or quit smoking. The second hypothesis

is that many people do not have accurate beliefs about the severity of the health

risks of smoking, and underestimate these risks. Thus, by providing salient information

about the risks of smoking, governments hope to decrease the propensity of individuals

to smoke.

While the causal linkage between beliefs about the health risks of smoking

and behavioral choice might take several forms, policy typically presupposes that

there is a negative correlation between the belief in the severity of the health

risk posed by smoking tobacco and the propensity to smoke. If individuals underestimate

the health risks of smoking tobacco, they may be inclined to smoke more than

they would if their beliefs were unbiased. Conversely, should individuals overestimate

the health risk, they may smoke less than if they had more accurate knowledge
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of the risks involved.1

In order to help guide tobacco regulation, policy-makers and researchers need

to have an accurate understanding of what beliefs are actually held by different

sub-populations. In particular, should a causal link exist between beliefs about

the health risks of smoking and the decision to smoke, accurate assessments

of the degree to which beliefs about these risks differ between smokers, non-

smokers, and ex-smokers are of great interest.

We evaluate an incentivized belief elicitation experiment designed to measure

beliefs of a sample of students and staff at the University of Cape Town in 2016-

2017 about the proportion of deaths from certain ailments due to smoking. The

methods we employ allow us to characterize the bias of our subjects’ beliefs: the

degree to which beliefs deviate from true statistics. We can also characterize

the confidence our subjects have in their beliefs: the extent of the variance in

subjects’ distributions of beliefs. On average, our subjects underestimate the risk

of lung cancer and chronic obstructive pulmonary disease, and overestimate the

risk of non-lung cancer and heart disease due to smoking. We find little evidence

of differences in confidence across smoking status. We find that smokers believe

a greater portion of lung cancer deaths and heart disease deaths are attributable

to smoking compared to non-smokers. In the case of lung cancer, on average

smokers have more accurate beliefs compared to non-smokers; but in the case
1 There are other models which would rationalize a positive correlation between the

riskiness of a behavior and the propensity to engage in the behavior. For instance, the
“fatalism” model of Kerwin (2016) hypothesizes that individuals who believe their exposure
to a risk passes a certain threshold are more prone to exhibit behavior which increases their
exposure to the risk. Kerwin (2016) applies this model to individuals at risk of contracting
HIV in Malawi using a hypothetical survey and finds that people who say that they more
strongly believe themselves to be HIV positive are more likely to engage in risky sexual
behavior.
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of heart disease, smokers’ beliefs are less accurate on average.

Beliefs about the health risk of smoking can be elicited using a variety of

methods, but typically are estimated using surveys to elicit either qualitative

or quantitative responses about the riskiness of smoking tobacco. For example,

Kaufman et al. (2016) and Kaufman et al. (2018) use responses to qualitative

questions to assess a variety of beliefs concerning health risks.2 Steptoe et al.

(2002), Glock, Müller and Ritter (2013), El-Toukhy and Choi (2015) and Cho et

al. (2018, p. 38) also elicit qualitative measures of subjects’ beliefs. Qualitative

measures are viewed as easy for the respondents to understand and relatively

easy to administer, particularly when using survey methods in which thousands

of individuals are sampled.

Viscusi (1990) argues in favor of examining responses to questions which ask

about quantitative measures of individuals’ perceived risk, in which subjects are

asked to give numerical responses to questions such as, “Among 100 smokers,

how many of them do you think will get lung cancer because they smoke?” Viscusi

and Hakes (2008) argue that while qualitative responses provide historical perspective

about changing attitudes towards smoking, they do not provide a useful assessment

of whether individuals hold accurate beliefs about the actual risks of smoking.

Slovic (2000b) argues that the quantitative measures proposed by Viscusi

(1990) fundamentally mischaracterize the nature of the risk of smoking tobacco.

He provides (p. 261) several arguments why individuals’ beliefs about the risks

of smoking may not be adequately characterized by quantitative responses to
2 The full set of questions used in the survey is given in the supplementary tables provided

by Kaufman et al. (2016). Two example questions are “How likely do you think it is that
you will develop a smoking-related disease in your lifetime?” with 5 possible responses from
“very unlikely” to “very likely,” and, “I am in danger of developing lung cancer because I
smoke/used to smoke,” with 5 possible responses from “strongly disagree” to “strongly agree.”
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the kind of questions posed by Viscusi (1990). He primarily focuses on the fact

that the cumulative consequence of smoking many cigarettes over a lifetime are

severe, while the marginal consequence of choosing to smoke a single cigarette

is minimal. A model which rationalizes the choice to smoke tobacco by assuming

that individuals make choices with full information about the terminal consequences

of a lifetime of smoking may inspire fundamentally different inferences when

compared to a model which rationalizes the choice to smoke tobacco by incorporating

the addictive nature of nicotine present in tobacco, the uncertainty an agent

may have about the addictiveness of nicotine and its consequences, and the minor

marginal consequences associated with smoking an individual cigarette.

While most of these studies do not propose a formal model linking beliefs

about the riskiness of smoking to decisions to smoke, many of them imply such

a linkage. Steptoe et al. (2002) report a negative correlation between smoking

and responding “yes” to being aware of the link between smoking and the risk

of lung cancer, which holds across 23 countries except for Japan. Kaufman et

al. (2018) report that smokers who quit smoking were statistically significantly

more likely to hold beliefs that the health consequences of smoking were severe

compared to individuals who continued to smoke (p-value = 0.04). Although

Cho et al. (2018) do not report a correlation between elicited beliefs about the

riskiness of smoking and decisions to smoke, they state that such a link is likely

to exist: “Since perceived risk promotes behavioral intention and change our

findings suggest that, given its link with perceived risk of smoking-related conditions,

knowledge of toxic constituents could further promote cessation behaviors.”

All of the studies discussed thus far have been conducted by eliciting responses

to field surveys, or hypothetical questionnaires in laboratories to measure beliefs
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about the health risks of smoking using both qualitative and quantitative questions.

Survey methods that are employed to assess such beliefs are subject to two methodological

weaknesses that we correct: the lack of explicit incentives for the revelation of

beliefs, and no measurements of the degree of confidence the individual has that

their response is accurate in relation to the objective risks of tobacco smoking.

Inferences drawn from responses which do not explicitly incentivize the revelation

of beliefs are open to being confounded by other background factors which may

influence individuals’ responses.3 For behavior such as smoking, which may be

viewed negatively in the modern era, people may wish to signal conformity with

the stigma attached to smoking by overstating their belief about the negative

aspects of the behavior. Similarly, in sub-cultures where the behavior is viewed

positively, they may understate their beliefs about the negative aspects of the

behavior. Elicitation designs that provide explicit incentives for the revelation of

beliefs help combat hypothetical bias.

Other potential confounding factors are the use of “prompting” in survey

methods, and potential rounding of numerical responses by respondents. If a

respondent does not give an appropriate answer to a response, or indicate that

they do not know an answer, enumerators often prompt the respondent to give

an answer. Viscusi and Hakes (2008, p. 48) note that they prompted just under

5% of their respondents after not giving an initial estimate by asking the question

again, but prefaced by, “Just your best estimate will do.” Manski and Molinari
3 Harrison (2014) discusses concerns about using hypothetical methods to elicit beliefs and

finds that the effect of incentives on elicited responses is nuanced in this setting. The use of
incentivized methods often result in responses that are statistically significantly different from
responses elicited with unincentivized methods concerning the same questions. However, the
degree to which these differences matter depends on the inferences one wishes to draw from
these data, and the degree to which other potentially biasing factors are controlled for during
estimation.
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(2010) note that respondents to hypothetical surveys may round answers around

certain numbers when asked to provide a numeric response, and that the use of

raw response in such cases could bias inferences.

Surveys about smoking risks are rarely designed to elicit individuals’ confidence

in their responses.4 Survey methods which elicit quantitative measures of individuals’

beliefs by asking them to report a single number do not give any indication of

the confidence the individuals have in their reported beliefs.5 If an individual

reports that they believe that 70 out of 100 people who contract lung cancer

were smokers, without further information we are unable to infer whether the

individual believes it is just as likely that the true statistic is 60 out of 100 people,

or some other value. The experiment described below was designed to address

these weaknesses by utilizing an incentive compatible method to derive individuals’

true beliefs about the percentage of deaths attributable to smoking, and the

confidence subjects have in these beliefs.

2 Experimental Design and Theory

We conduct an experiment on a sample of 145 students and 111 staff, broken

down into current smokers, ex-smokers, and non-smokers at the University of

Cape Town, South Africa in 2016–2017. For purposes of sample recruitment, we
4 Schneider (2018, Chapter 5), following the method proposed by Harrison and Ulm (2016),

presents the results of an incentivized experiment designed to elicit beliefs about a variety
of questions, one of which is the percentage of deaths due to smoking. He discusses the bias
and confidence of these beliefs, showing that subjects generally overestimate the percentage
of deaths due to smoking (bias), and that confidence about beliefs varies by demographic
characteristics.

5 There is now a large literature, motivated largely by Manski (2004), that uses
hypothetical surveys that elicit full distributions of beliefs. A review of applications across
a wide range of countries can be found in Delavande, Giné and McKenzie (2011).
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asked potential subjects three questions about the extent to which they smoked

tobacco: (1) “Have you ever smoked cigarettes?” (Yes/No); 2) “If you answered

Yes to question (1), have you smoked at least 100 cigarettes in your life?” (Yes/No);

3) “If you answered Yes to question (1), do you currently smoke cigarettes, occasionally

or regularly?” (Yes/No). Subjects who responded yes to questions 1, 2, and 3

were classified as “smokers,” subjects who responded yes to questions 1 and 2,

but no to 3 were classified as “ex-smokers,” and subjects who responded “no” to

question 1 were classified as “non-smokers.”6 Summary statistics of the sample

are presented in Table 1.

Table 1: Mean (Standard Deviation) Summary Statistics by Smoking Status

Male Age White Black Coloured # of Subjects
Non-Smoker 0.40 (0.49) 31.35 (12.68) 0.28 (0.45) 0.36 (0.48) 0.22 (0.42) 129
Smoker 0.53 (0.50) 26.49 (9.72) 0.19 (0.40) 0.25 (0.44) 0.42 (0.50) 88
Ex Smoker 0.38 (0.49) 33.81 (11.97) 0.44 (0.50) 0.16 (0.37) 0.38 (0.49) 32
Full Sample 0.44 (0.50) 29.95 (11.89) 0.27 (0.44) 0.29 (0.46) 0.31 (0.46) 249

The overall sample was comprised of more females than males, with an average

age of 30. Individuals who had never smoked comprised the majority of subjects,

followed by active smokers and then ex-smokers. Compared to the rest of the

sample, smokers were more likely to be male and to be younger.7 Approximately

27% of subjects were White, 29% were Black, and 31% were Coloured.8
6 Potential subjects who responded “Yes” to question (1), but “No” to question (2) were

not asked to participate. Our sample therefore consists of individuals who were smokers and
ex-smokers that had smoked at least 100 cigarettes in their life, and individuals who had never
been smokers.

7 According to The Tobacco Atlas (see www.tobaccoatlas.org and Drope et al. (2018) 26.5%
of men and 5.5% of women smoked tobacco daily in South Africa in 2015. The prevalence
rate for men is lower than in other medium Human Development Index (HDI) countries, but
the prevalence rate for women is higher than in other medium-HDI countries. Prevalence
rates for selected high-income countries in 2015 are: US – men: 14.4%, women: 11.7%; UK –
men: 19.9%, women: 18.1%; Australia – men: 15.6%, women: 13.3%; Germany – men: 25.1%,
women: 17.1%.

8 Designation of population groups or “races” follows the traditional categorization in
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Subjects were presented with four experimental tasks and a questionnaire.

The experimental tasks included a task to elicit beliefs, a lottery battery task

to elicit risk preferences, a temporal choice task to elicit discount rates, and an

intertemporal lottery task to elicit intertemporal risk preferences (Richard 1975).

We focus here on the risk preferences and beliefs tasks in order to examine the

beliefs of subjects about the health risks of smoking.

The questionnaire included 10 questions on demographic and socio-economic

characteristics as well as a number of modules designed to gather information

on smoking behavior and other potentially co-occurring mental disorders, such

as anxiety, depression, and alcohol use disorder. The questionnaire included the

tobacco and nicotine use module from the National Epidemiological Survey on

Alcohol and Related Conditions (NESARC), described by Grant and Dawson

(2006), the Fagerström Test for Cigarette Dependence (FTCD) described by

Heatherton, Kozlowski, Frecker and Fagerström (1991) and Fagerström (2012);

and the diagnostic criteria for tobacco use disorder and nicotine withdrawal from

the Diagnostic and Statistical Manual of Mental Disorders, Fifth Edition (DSM-

5) documented in American Psychiatric Association (2013).

The first experimental task consists of 4 questions on the percentage of deaths

due to various ailments in the United States that are attributable to smoking,

and 6 questions concerning the percentage of smokers among those who died

in South Africa between 1999 and 2007 by gender and population group. We

South Africa that is still employed in affirmative action and related policies, notwithstanding
recognition that it involves cultural and historical discriminations that are without biological
significance. Coloured people are an officially recognized, distinct ethnic and cultural
community centered in the Western Cape of South Africa, primarily descended from
Indonesian ancestors brought to the Cape Colony by the Dutch as slaves or servants, and
the majority of whom are of Muslim faith and speak Afrikaans as their first language. Of the
remaining sample, approximately 9% are Indian and 3% preferred not to classify their race.
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focus on the 4 questions concerning deaths in the United States attributable

to smoking because these questions more directly relate to the mortality risk

of smoking, and because these statistics are arguably the most reliable and the

most well known because of the global publicity they have received over many

years.9 These questions are:

1. For adults 35 years of age and older, what percentage of deaths from lung
cancer are associated with smoking in the United States between 2005 and
2009? (Answer: 82.42%)

2. For adults 35 years of age and older, what percentage of deaths from other
cancers (cancers of the lip, pharynx and oral cavity, esophagus, stomach,
pancreas, larynx, cervix uteri, kidney and renal pelvis, bladder, liver, colon
and rectum, and acute myeloid leukemia) are associated with smoking in
the United States between 2005 and 2009? Other cancers do not include
lung cancer. (Answer: 20.17%)

3. For adults 35 years of age and older, what percentage of deaths from coronary
heart disease are associated with smoking in the United States between
2005 and 2009? (Answer: 24.07%)

4. For adults 35 years of age and older, what percentage of deaths from chronic
obstructive pulmonary disease are associated with smoking in the United
States between 2005 and 2009? (Answer: 78.76%)

We use an incentivized task developed by Harrison, Martínez-Correa, Swarthout

and Ulm (2017) to elicit beliefs about the true answers to these questions, and

their confidence about their beliefs. Each subject reports their beliefs about

the true answers to these questions by allocating 100 tokens across the range
9 The true answers for each of the 4 questions about risks in the United States were

given by “The Health Consequences of Smoking – 50 Years of Progress: A Report of the
Surgeon General” (National Center for Chronic Disease Prevention and Health Promotion
(US) Office on Smoking and Health 2014). The table from this report which provided the
statistics is given in Appendix A. The true answers for the 6 questions concerning percentages
of smokers among those who died in South Africa were given by the tables in Sitas et al.
(2003, pp. 689–690), these tables are also provided in Appendix A. The full set of questions
and answers are given in Appendix B.
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of possible answers. Answers are grouped into a set of discrete ranges or “bins,”

and the placement of a token into a bin represents a conjecture by the subject

that the true answer lies within the bin in question. There were 10 bins for each

question, with each bin representing a 10 percentage point interval between 0

and 100 percent: the first bin represented 0%-10%, the second bin 10%-20%,

and so on. Allocating a token to the first bin of the question one represents a

conjecture that between 0 and 10 percent of deaths due to lung cancer in the

United States are attributable to smoking.

To incentivize the allocation of tokens to the 10 bins, each subject is paid

as a function of the accuracy of their allocation using a Quadratic Scoring Rule

(QSR). The QSR is a popular scoring rule developed to incentivize the truthful

revelation of beliefs for risk-neutral individuals (Savage 1971). It takes a set of

“reports” made by the subject and maps each report to a real monetary outcome:

θ = α + δ

(
2rk −

K∑
i

(rj)2
)

(1)

where θ gives the payoff to the subject if the true answer to the question lies

in bin k, K gives the total number of bins, and rk gives the fraction of tokens

allocated to bin k, the “report.” The terms α and δ can be chosen to guarantee

that subjects will have positive outcomes regardless of the allocation of tokens,

and to increase or decrease the cost of allocating tokens to the incorrect bin.

This version of the QSR, for eliciting beliefs over continuous events, even when

presented with K > 2 discrete bins, is due to Matheson and Winkler (1976).

The QSR rewards the subject for conjecturing positive amounts in the correct

bin, and “punishes” the subject for all reports. The subject is paid α + δ2rk −
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δr2
k where rk gives the report in the correct bin k, and δr2

j is deducted from this

amount for every bin j ∈ K, j 6= k. The QSR incentivizes the truthful revelation

of beliefs for a risk-neutral subject by increasing the expected monetary payout

to the subject as more tokens are allocated in the subjectively correct bin and

decreasing the expected monetary payout as more tokens are allocated to the

subjectively incorrect bins. Thus, the more tokens a subject allocates to a bin

they believe is likely to hold the correct answer, the more they can expect to

be paid. There is no way to “game” the QSR such that a subject can expect to

receive a greater monetary payoff by allocating tokens to a bin which they do

not believe contains the correct answer.

An example of the interface shown to subjects is given in Figure 1. Subjects

allocate more tokens to a bin by moving the corresponding slider up, and can

only move to the next question after having allocated all 100 tokens. The full

instructions for the task are given in Appendix C.

The raw reports in the token allocation task may not represent the subject’s

beliefs if the subject is risk averse. Assume that a subject is risk averse and

behaves consistently with Subjective Expected Utility (SEU) theory. If the subject

believes “strongly” that the percentage of lung cancer deaths attributable to

smoking is somewhere between 55% and 60%, but also holds a “weaker” belief

that the percentage is somewhere between 60% and 65%, they would be best

off allocating most of their tokens to bin 5, corresponding to the interval 50%-

60%, and some of their tokens to bin 6, corresponding to the interval 60%-70%.

However, with this kind of allocation, if the true answer actually lies in bin 6,

the subject knows they will receive a lower outcome than if the answer lies in

bin 5, and they may be averse to the risk associated with this variability in payoffs.
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Figure 1: Belief Elicitation Task Interface

To accommodate their risk aversion, they may take some tokens they would

have allocated to bin 5 had they not been risk averse, and instead allocate these

tokens to bin 6 in order to hedge against the risk that their “strong” belief that

the true answer is in bin 5 is incorrect.10 In this manner, the subject reduces

expected variability of payoffs over the bins that have some positive subjective

probability of containing the true answer. A subject’s risk aversion will therefore

typically play an important role in explaining the allocation of tokens across

bins, and implies that reports derived from the token allocation do not directly
10 There is, however, no set of preferences which rationalizes the choice to take tokens from

a bin that the subject believes has a positive probability of containing the true answer, and
place them into a bin that the subject believes has a zero probability of containing the true
answer.
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represent the subject’s true subjective beliefs about the probabilities of the events

in question unless the subject is risk neutral.

It is well known that risk aversion confounds inferences from a token allocation

task about the beliefs of subjects when subjects are risk averse (Murphy and

Winkler 1970). Reports derived from a token allocation task incentivized by

the QSR are said to be equivalent to subjective beliefs if and only if subjects

are risk neutral and conform to SEU theory. Andersen, Fountain, Harrison and

Rutström (2014) show how one can jointly estimate risk preferences and subjective

probabilities with a QSR applied to binary events. Harrison, Martínez-Correa,

Swarthout and Ulm (2017) demonstrate that the QSR approximately elicits subjective

beliefs for continuous events if subjects obey SEU and have levels of risk aversion

commonly found in laboratory experiments. A key contribution of Harrison

and Ulm (2016) was to demonstrate that if subjects make responses to a token

allocation task for continuous events, and the payments to subjects are determined

by the QSR, the subjects’ true subjective beliefs can be exactly recovered from

these reports by accounting for the risk preferences of the subjects. They provide

a method to recover subjective beliefs from observed reports if a subject’s preferences

conform to either Expected Utility Theory (EUT) or Rank Dependent Utility

Theory (RDU) due to Quiggin (1982). By using the QSR to determine the payouts

to subjects for a given allocation of tokens, subjects are thus incentivized to

reveal their levels of confidence in their conjectures, conditional on their risk

attitudes.

The second task of the experiment is therefore designed to recover the risk

preferences of the individual subjects, which can then be used in conjunction

with the observed reports from the token allocation task to recover subjective
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belief distributions. This risk task contains a battery of 90 lottery pairs, in which

subjects are asked to select the lottery from each pair that they would prefer

to play out for real money.11 A screenshot of the interface shown to subjects is

given in Figure 2. The full instructions for this task are given in Appendix D.

Figure 2: Example Risk Preference Task Interface

We estimate both EUT and RDU models using the choice data from this

task via maximum likelihood estimation following Harrison and Rutström (2008).

Since EUT is a special case of RDU, we can characterize both models in the

RDU framework as follows:

RDU =
C∑
c

wc(p)× u(xc) (2)

11 The use of real money in this task provides explicit monetary incentives that combat
hypothetical bias (Harrison 2006; Holt and Laury 2005).
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where wc(p) gives the decision weight applied to outcome xc given the distribution

of probabilities across all outcomes, p, and u(xc) gives the utility of outcome

xc. For both the EUT and the RDU models, we use the constant relative risk

aversion (CRRA) function as the utility function:

u(x) = x1−r

1− r (3)

Decision weights for the RDU function are defined by first specifying a probability

weighting function (PWF) that weights individual probabilities based on the

ordinal rank of the outcome the probability is associated with, and the probabilities

of all other outcomes:

wc(p) =


ω
(∑C

i=c pi
)
− ω

(∑C
j=i+1 pj

)
for c < C

ω(p) = pc for c = C

(4)

where ω(·) gives the PWF, which can take on a variety of parametric or non-

parametric forms, and c ∈ C indexes the rank-ordered outcomes from lowest, c,

to greatest, C. In the special case of EUT the PWF collapses to the objective

probabilities:

ω(pc) = pc (5)

We use the two-parameter PWF developed by Prelec (1998) to allow for

flexibility in probability weighting:

ω(p) = exp(−η(− ln(p))φ) (6)

where 0 < p < 1, φ > 0 and η > 0.

We link the RDU of an option to a likelihood using the Contextual Utility

(CU) stochastic model due to Wilcox (2011). The CU model provides a “precision”
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parameter, λ, to accommodate noise in the data, and also allows the estimated

preferences to be consistent with the “stochastically more risk averse than” relation.

In the RDU model, risk aversion is associated with both the concavity of

the utility function and the manner in which probabilities are weighted. Thus,

ceteris paribus, as the value of r in equation (3) increases, the subject is said to

be more risk averse. Ceteris paribus, as the decision weights on smaller outcomes

grow relative to the decision weights on larger outcomes, the subject is said to

be more risk averse.

The data from these tasks allow us to estimate the RDU and EUT models

for every subject using only the individual subject’s choice data from the risk

task. We also estimate both models using the data across all subjects with each

parameter of interest estimated as a linear function of observable characteristics.

Thus, for every subject we have a set of point estimates and a covariance matrix

for the parameters of interest in each of the EUT and RDU models. We use the

individual level estimates of risk preferences to recover the beliefs of each subject

from their token allocations for each question, and use the representative agent

model to discuss broad trends in risk preferences in the sample.

With just the r parameter estimated for the EUT model, and the additional

φ and η parameters for the RDU model, we can recover subjective beliefs using

the method described in Harrison and Ulm (2016). However, since we are concerned

about differences in beliefs between smokers, ex-smokers, and non-smokers, we

fit a Beta distribution to the recovered beliefs, with each shaping parameter

of the Beta distribution made a linear function of observable covariates. The

primary covariates of interest to us are dummy variables indicating if the subject

is a smoker, ex-smoker, or non-smoker, but we also include variables characterizing
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age, gender, and race. The Beta distribution is fitted using weighted maximum

likelihood estimation. The process of fitting the Beta distribution to recovered

beliefs using maximum likelihood is detailed in Appendix E. With the fitted

Beta distributions, we test for differences in beliefs between smokers, ex-smokers,

and non-smokers for the four questions about percentage of deaths attributable

to smoking.

3 Results

First we present results of representative agent RDU models of risk preferences

and discuss differences in risk attitudes for given observable covariates. Next

we present the raw token allocations for each of the four questions concerning

the mortality risks of smoking, followed by the recovered beliefs and fitted Beta

distribution for each question.

3.1 Risk Preferences

The estimated risk preferences for the RDU model for the pooled sample are

presented in Table 2. The first column presents the parameters of interest in the

RDU model. The r parameter determines the degree of curvature in the CRRA

utility function, defined in equation (3), while the φ and η parameters determine

the extent of probability weighting in the PWF defined in equation (6), and λ is

the precision parameter defined for the CU model.

We can see from the estimates of r and φ that when the choices of the full

sample are pooled and described by a representative agent model, they are best

characterized by a CRRA utility function that is moderately concave and a PWF
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Table 2: Pooled Risk Preference Estimates, RDU Model

Parameter Covariate Estimate Standard Error
r Constant 0.455 0.109***

Black -0.042 0.087
White 0.000 0.082
Coloured -0.033 0.088
Male -0.110 0.051**
Age 0.002 0.002
Smoker 0.008 0.058
Ex-Smoker 0.007 0.070

φ Constant 0.488 0.064***
Black -0.003 0.056
White 0.048 0.061
Coloured 0.047 0.057
Male 0.074 0.035**
Age 0.003 0.001***
Smoker -0.029 0.033
Ex-Smoker 0.026 0.047

η Constant 1.054 0.148
Black -0.038 0.109
White -0.053 0.099
Coloured 0.035 0.112
Male -0.015 0.067
Age 0.000 0.004
Smoker -0.040 0.075
Ex-Smoker 0.137 0.113

λ Constant 0.144 0.005***
N = 22410, Log-Likelihood = -14236.84
All standard errors clustered on subject ID
* p-value < 0.1, ** p-value < 0.05, *** p-value < 0.01

18



that deviates from linear utility in such a way as to overweight smaller outcomes

relative to their objective probabilities. Overall the sample is moderately risk

averse. The left panel of Figure 3 depicts the PWF of the average subject, and

the right panel of Figure 3 shows implied decision weights for 2, 3, and 4 outcome

equi-probable reference lotteries.12

Figure 3: Probability Weighting Function and
Decision Weights of Average Subject
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Looking at the estimates of interest, there are no statistically significant

differences in utility function curvature, or in probability weighting, among smokers,
12 These equi-probable lotteries assign the same probability to all outcomes. Thus, in the

two outcome lottery, all outcomes have a 50% chance of being realized, in a three outcome
case all outcomes have a 331/3% chance, and in a four outcome case, all outcomes have a 25%
chance. In all cases we see that the implied decision weight associated with the lowest outcome
is always greater than the objective probability of the outcome, and the intermediate outcomes
of the four outcome case are all underweighted. This overweighting of small outcomes relative
to their objective probability implies risk aversion through probability weighting, ceteris
paribus u′′.
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non-smokers, and ex-smokers. This result is consistent with Harrison, Hofmeyr,

Ross and Swarthout (2018) in showing no statistically significant differences in

(atemporal) risk preferences by smoking status. There are some minor differences

between male and female subjects, with males being somewhat less risk averse

than females, both in terms of utility function curvature and probability weighting,

but the magnitude of the difference is small. Additionally, there is some evidence

that probability weighting decreases with age: the φ parameter approaches 1

with age, thus making the PWF more linear. We also see no differences in risk

preferences between White, Black, or Coloured subjects.

Overall we see evidence of the average subject in the sample deviating from

risk-neutral SEU, the necessary condition for observed reports in the token allocation

task to equate directly to subjective beliefs. Additionally, we see evidence of

deviation from a linear PWF.13 These are results of a pooled, representative

agent; for our recovery of subjective beliefs we actually use the estimates of the

RDU model for each individual.14 The estimates given in Table 2 do not imply

that every agent must deviate from a linear PWF, but they do imply that a

significant portion of the choice behavior of our subjects is best characterized

by a non-linear PWF. Hence, when adjusting observed reports for risk aversion,

we employ the method described by Harrison and Ulm (2016) to allow for RDU.
13 Linear probability weighting is the special case in which RDU reduces to EUT.
14 RDU nests EUT as a special case, so if subjects are best characterized as EUT (by failing

to reject a null hypothesis that φ = η = 1 at some level of statistic significance), the RDU
model can still correctly characterize the subject as having an approximately linear PWF.
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3.2 Recovered Beliefs

We present the results of the belief task in two stages. First, we present the

observed token allocations and the beliefs recovered from the allocations after

adjusting for the risk aversion of the subjects. Next we fit a Beta distribution

function on the recovered beliefs to make inferences about differences in beliefs,

and the confidence of beliefs, between smokers, non-smokers, and ex-smokers.

Figure 4 displays the reported token allocations by question number. In each

quadrant the three solid lines connecting dots represent the average observed

reports (tokens per bin divided by 100 possible tokens) across the whole sample

for each of the three smoking status sub-samples. The red line represents smokers,

the green line represents ex-smokers, and the blue line represents non-smokers.

The dashed, vertical lines give the mean report for each of the three smoking

status sub-samples. The black, solid, vertical lines give the true answer to each

question. Recall that Question 1 asked subjects about lung cancer deaths attributable

to smoking, Question 2 asked subjects about other cancers, Question 3 asked

subjects about coronary heart disease, and Question 4 asked about chronic obstructive

pulmonary disease.

We see from Figure 4 that the mean report for each question is relatively far

from the true answer regardless of smoking status. The mean reports given for

Question 1, about lung cancer deaths, however, are not as biased as the reports

for the other questions. The largest mode for each of the smoking status sub-

samples is relatively close to the true answer for Question 1. In Questions 1 and

4, subjects’ average reports are below the true answers, while in Questions 2 and

3, subjects’ average reports are above the true answers. Of course, these are
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Figure 4: Observed Reports by Question and Smoking Status
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just the raw reports from the subjects, which do not reflect true beliefs about

the questions given the amount of risk aversion in the sample. We recover the

subjective beliefs from the observed reports by adjusting for the risk aversion

estimated in the individual level RDU models, and present the distributions of

recovered beliefs in Figure 5.

In Figure 5 we see some slight differences between the observed reports and

the recovered beliefs for each question, although these differences do not appear

large. In general, across all four questions, we see that the recovered beliefs are

somewhat more “peaked” than the observed reports, and there are some small

differences in the means of the distributions between the reports and the recovered

beliefs. This is to be expected because the sample was generally risk-averse.15

3.3 Beta Distribution of Beliefs

Although Figures 4 and 5 show little difference under visual inspection between

smokers, ex-smokers, and non-smokers, we conduct further analysis to control

for differences in beliefs across several observable characteristics. To do so, we

fit a Beta distribution to the distribution of beliefs using weighted maximum

likelihood. The full process of fitting the distribution is detailed in Appendix E.

The parameters of the Beta distribution are specified as linear functions of

observable characteristics, just as with the pooled risk preference estimates in

Table 2. By making these parameters linear functions of observable characteristics,

we can distinguish differences in beliefs across the smoking status sub-samples

from the differences in beliefs that are attributable to other observable characteristics.
15 Utility function curvature will cause recovered beliefs to be either more or less “peaked”

(Harrison, Martínez-Correa, Swarthout and Ulm (2017)), while probability weighting can cause
first-order shifts in the distribution of beliefs (Harrison and Ulm (2016)).

23



Figure 5: Recovered Beliefs by Question and Smoking Status
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The estimated means and variances of the fitted Beta distributions for questions

1 and 2 are shown in Table 3, and Table 4 shows the estimates for questions 3

and 4.

Table 3: Fitted Beta Distribution,
Questions 1 (Lung Cancer) and 2 (Other Cancers)

Question 1 Question 2
Covariate Estimate Std. Err. Estimate Std. Err.

E[X] Constant 0.574 0.058 0.434 0.054
Black 0.034 0.044 0.014 0.044
White 0.123 0.042*** 0.054 0.042
Coloured -0.009 0.045 0.016 0.044
Male -0.031 0.027 -0.034 0.026
Age -0.001 0.001 0.001 0.001
Smoker 0.066 0.029** 0.015 0.027
Ex Smoker 0.027 0.042 -0.030 0.040

var[X] Constant 0.044 0.010*** 0.049 0.012***
Black 0.001 0.008 0.002 0.009
White -0.016 0.007** -0.008 0.008
Coloured 0.008 0.009 0.005 0.009
Male 0.010 0.006* 0.006 0.006
Age 0.000 0.000 0.000 0.000
Smoker -0.007 0.007 -0.001 0.006
Ex Smoker 0.002 0.009 -0.001 0.010

*** p-value < 0.01, ** p-value < 0.05, and * p-value < 0.1
All standard errors are clustered on subject ID

Tables 3 and 4 show that there is mild evidence of differences in the mean

beliefs of smokers and non-smokers, no evidence of differences in the mean beliefs

of ex-smokers and non-smokers, and no evidence of differences in the variance

of beliefs between smokers, ex-smokers, and non-smokers. Smokers’ mean belief

about the percentage of lung cancer deaths attributable to smoking is 6.6 percentage

points greater than the mean belief of non-smokers, and smokers’ mean belief
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Table 4: Fitted Beta Distribution,
Questions 3 (Heart Disease) and 4 (Pulmonary Disease)

Question 3 Question 4
Covariate Estimate Std. Err. Estimate Std. Err.

E[X] Constant 0.418 0.043* 0.430 0.058
Black 0.007 0.039 0.010 0.045
White 0.082 0.037** 0.061 0.042
Coloured -0.004 0.039 -0.035 0.042
Male -0.031 0.024 -0.008 0.026
Age 0.002 0.001* 0.002 0.001**
Smoker 0.063 0.027** 0.018 0.027
Ex Smoker -0.019 0.034 -0.013 0.037

var[X] Constant 0.031 0.007*** 0.055 0.012***
Black 0.015 0.007** 0.002 0.009
White -0.002 0.005 -0.006 0.008
Coloured 0.010 0.006* -0.006 0.009
Male 0.006 0.004 0.014 0.006**
Age 0.000 0.000 0.000 0.000
Smoker 0.007 0.005 -0.002 0.007
Ex Smoker 0.002 0.006 0.001 0.008

*** p-value < 0.01, ** p-value < 0.05, and * p-value < 0.1
All standard errors are clustered on subject ID

about the percentage of coronary heart disease deaths attributable to smoking

is 6.3 percentage points greater than beliefs of non-smokers, with both of these

effects statistically significant at the 5% level.

Tables 3 and 4 show the marginal differences in the means of the fitted Beta

distributions of the recovered beliefs, but we can also discuss these differences

in terms of bias. The extent to which the means of the fitted belief distributions

differ from the true answers to the questions represent bias in beliefs. Figure 6

shows the total effect by covariate of the bias in beliefs. A value of “0” indicates

that the beliefs match the true answers to the questions, negative values show an
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underestimation of the true answer, and positive values show an overestimation

of the true answer.

The mean belief of smokers, ex-smokers, and non-smokers underestimates

the percentage of deaths due to lung cancer and chronic obstructive pulmonary

disease attributable to smoking. The mean belief of smokers, ex-smokers, and

non-smokers overestimates the percentage of deaths due to coronary heart disease

and non-lung cancers attributable to smoking. These results are contrary to the

finding of Viscusi (1990) and Viscusi and Hakes (2008) who report that subjects

overestimate the fraction of lung cancer deaths attributable to smoking.

Differences in the variance of the distributions of beliefs reflect differences

in “confidence” about those beliefs.16 The marginal effects of the differences

in variance, when negative, represent greater confidence in the beliefs of those

subjects compared to average levels of confidence. When the marginal differences

are positive, they represent less confidence when compared to average level of

confidence. Of course, these differences only represent differences in confidence

if the underlying data allow for the expression of confidence at the level of the

individual. We can see from Tables 3 and 4 that there is no evidence of differences

in the variance in the belief distributions of smokers, ex-smokers, or non-smokers.

In Questions 1 and 4, Male subjects have statistically significantly greater variance

in their belief distributions compared to Females at the 10% and 5% levels, respectively.

There is also some mild evidence of differences in the variance of belief distributions

by population groups in Question 1 and 3, with White subjects generally having
16 “Confidence” can be defined in three ways: (1) Overestimation of one’s actually ability

or performance, (2) overplacement of one’s self relative to others, or (3) overprecision, excess
certainty about the accuracy of one’s beliefs. It is the third of these definitions that we refer to
as confidence here.
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Figure 6: Beliefs Bias by Covariate
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lower variance, though the magnitude of these differences is small.

Figure 7 shows the total effect by covariate of the confidence in beliefs compared

to the average level of confidence in the sample.17 A value of “0” indicates that

the confidence in beliefs match the average confidence in the sample, negative

values show greater confidence relative to average confidence, and positive values

show lower confidence relative to the average confidence.

Our results present some evidence for differences in beliefs between smokers

and non-smokers, though perhaps not in the direction we might expect, with

smokers mean beliefs about the risks of smoking being somewhat greater than

beliefs of non-smokers. There is no evidence of a difference in the confidence of

smokers, ex-smokers, and non-smokers in their beliefs. Our results present clear

evidence about the accuracy of the beliefs of individuals concerning the health

risks of smoking: smokers, ex-smokers, and non-smokers hold beliefs about the

health risks of smoking that are substantially incorrect. Interestingly, incorrect

beliefs are not generally in one direction, with some risks being overestimated

and others being underestimated.

4 Discussion

There is a substantial literature concerning individuals’ beliefs about the

health risks of smoking tobacco. There are two related questions that are of

interest in this literature, the first concerning the actual beliefs held by individuals

about the health risks of smoking tobacco, and the second concerning the relationship

between these beliefs and the decision to start, continue, or quit smoking. We
17 The average confidence in the sample is the unconditional variance of the fitted Beta

distributions.
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Figure 7: Confidence Deviations from Average Confidence
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address the first of these concerns with a methodology that incentivizes the revelation

of beliefs through choices, and provide evidence on the second issue.

Viscusi (1990) and Viscusi and Hakes (2008), using unincentivized survey

methods, conclude that individuals greatly overestimate the risks of smoking,

at least when that risk is characterized as the percentage of lung cancer deaths

attributable to smoking. Our results suggest that beliefs surrounding the health

risks associated with smoking are more complicated than a uniform overestimation

of the risk of death, and the methods we employ provide greater confidence that

elicited beliefs more accurately resemble the actionable beliefs held by our sample.

On average, the individuals in our sample held biased beliefs about the percentages

of deaths due to lung and other cancers, chronic obstructive pulmonary disease,

and coronary heart disease in the United States.

However, our results only contribute to the second issue of interest by showing

that there are minor differences, both in magnitude and statistical significance,

in the mean beliefs of smokers and non-smokers. We find no evidence for differences

in mean beliefs between smokers and ex-smokers, and no difference in the variance

of beliefs across any of the groups. This is in contrast to studies such as Kaufman

et al. (2018) who show that smokers who quit smoking were statistically significantly

more likely to hold beliefs that the health consequences of smoking were severe

compared to individuals who continued to smoke. These results are also in contrast

to the general literature that posits a negative correlation between beliefs about

the severity of the health consequences of smoking and the propensity to smoke.

The statistically significant effect on the mean of the belief distributions estimated

for Questions 1 and 3 point to a positive correlation between beliefs about the

severity of the consequences of smoking and the propensity to smoke.
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The decision to start smoking, continue smoking, or quit smoking depends

only in part on the riskiness of smoking as characterized as the percentage of

deaths attributable to smoking. We agree with Slovic (2000a) that any causal

model linking the beliefs of smokers and decisions about smoking must take

into account the addictive nature of tobacco smoking. Addiction interferes with

cognition in multifarious and subtle ways (West and Brown 2013, p. 69ff.). The

data we have collected only allow us to make limited inferences about a presumed

causal model between the beliefs about the riskiness of smoking and the decision

to start, stop, or continue smoking.

We do however believe that the methods used here address one of the three

concerns raised by Slovic (2000a), that quantitative assessments of smoking risk

perceptions in hypothetical surveys are unreliable. By incentivizing the token

allocation task with the QSR, we align the presumed preference for more money

over less (conditional on risk preferences) with the decision to reveal one’s beliefs

about an event. This allows us to make reliable, quantitative assessments of

subjects’ beliefs about the percentage of individuals who die of various ailments

attributable to smoking tobacco.

We also agree with Viscusi and Hakes (2008) that qualitative measurements

of the health risks of smoking tobacco are of limited value to those who wish to

study and regulate tobacco markets. If an individual indicates that smoking is

“dangerous” or “very dangerous,” it is not evident to policy makers the extent to

which additional educational campaigns are needed to inform the public about

the health risks of smoking.18 Accurate quantitative measures of the beliefs around
18 Manski (2004, p. 1338) raises a similar critique of attitudinal research about business

conditions: “Do different respondents [. . .] interpret the phrases ‘very likely, fairly likely, not
too likely, or not at all likely’ in the same way?”
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the risk of smoking, which we provide, can be compared to true statistics about

these risks, and policy judgments can be made on the basis of these comparisons.

The survey methods utilized by Viscusi (1990) and others, in which subjects

are asked to report a single numeric statistic about the health risks of smoking

tobacco, neither allow for inferences about the subjective confidence of the reported

statistic, nor do they incentivize the revelation of beliefs.
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Appendix A: Reports

Table A.1 provides the solutions to questions 1-4 given in Appendix B,and

are taken from National Center for Chronic Disease Prevention and Health Promotion

(US) Office on Smoking and Health (2014). Tables A.2 and A.3 provide the

solutions to the questions 5-10 given in Appendix B, and are taken from Sitas,

Bradshaw, Groenewald, Ria, Kielkowski and Peto (2003, pp. 689–690). The

relevant statistics are indicated by a red border.

Table A.1: Surgeon General’s Report

Table 12.4 Annual deaths and estimates of smoking-attributable mortality (SAM) for adults 35 years of age and older, total and by gender, United 
States, 2005–2009

  Males Females Total

Disease Deaths SAM
Attributable 
fraction (%) Deaths SAM

Attributable 
fraction (%) Deaths SAM

Attributable 
fraction (%)

Lung cancer 88,730 74,300 83.74 69,800 56,359 80.74 158,530 130,659 82.42
Other cancersa 102,940 26,000 25.26 75,540 10,000 13.24 178,480 36,000 20.17
Total—Cancers 191,670 100,300 52.33 145,340 63,400 43.62 337,010 163,700 48.57
Coronary heart disease 218,870 61,800 28.24 193,720 37,500 19.36 412,590 99,300 24.07
Other heart diseaseb 75,670 13,400 17.71 96,200 12,100 12.58 171,870 25,500 14.84
Cerebrovascular diseasec 53,610 8,200 15.30 81,300 7,100 8.73 134,920 15,300 11.34
Other vascular diseased 14,480 6,000 41.43 15,510 5,500 35.47 29,990 11,500 38.35
Diabetes mellitus 35,200 6,200 17.61 35,600 2,800 7.86 70,810 9,000 12.71
Total—Cardiovascular and metabolic diseases 397,840 95,600 24.03 422,330 65,000 15.39 820,170 160,600 19.58
Pneumonia, influenza, tuberculosis 25,300 7,800 30.83 30,290 4,700 15.52 55,590 12,500 22.49
COPD 61,430 50,400 82.04 66,300 50,200 75.71 127,740 100,600 78.76
Total—Pulmonary diseasese 86,730 58,200 67.10 96,590 54,900 56.84 183,320 113,100 61.70
Total—Cancers, cardiovascular and metabolic 
diseases, pulmonary diseases 676,240 254,100 37.58 664,260 183,300 27.59 1,340,500 437,400 32.63
Prenatal conditionsf 5,970 346 5.80 4,620 267 5.78 10,590 613 5.79
Sudden infant death syndromeg 1,370 236 17.26 950 164 17.26 2,320 400 17.26
Perinatal conditions 7,340 582 7.93 5,570 431 7.74 12,900 1,013 7.85
Residential fires   336     284     620 - 
Secondhand smoke                  
Lung Cancer 88,730 4,370 4.93 69,800 2,960 4.24 158,530 7,330 4.63
Coronary heart disease 218,870 19,150 8.75 193,720 14,800 7.64 412,590 33,950 8.23
Total—Secondhand smoke 307,600 23,530 7.65 263,520 17,760 6.74 571,120 41,280 7.23

TOTAL Attributable deaths   278,540     201,770     480,320  

Source: Centers for Disease Control and Prevention, National Center for Chronic Disease Prevention and Health Promotion, Office on Smoking and Health, unpublished 
data.
Note: COPD = chronic obstructive pulmonary disease.
aOther cancers consist of cancers of the lip, pharynx and oral cavity, esophagus, stomach, pancreas, larynx, cervix uteri (women), kidney and renal pelvis, bladder, liver, 
colon and rectum, and acute myeloid leukemia.
bOther heart disease comprised of rheumatic heart disease, pulmonary heart disease, and other forms of heart disease.
cOther.
dOther vascular diseases are comprised of atherosclerosis, aortic aneurysm, and other arterial diseases.
ePulmonary diseases consists of  pneumonia, influenza, emphysema, bronchitis, and chronic airways obstruction.
fPrenatal conditions comprised of ICD-10 codes: K550, P000, P010, P011, P015, P020, P021, P027, P070–P073, P102, P220–P229, P250–P279, P280, P281, P360–P369, 
P520–P523, and P77 (Dietz et al. 2010).
gICD-10 code R95.

Q1
Q2

Q3

Q4
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Table A.2: Smoking Deaths Among Men in South Africa

Coloured White African Other

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Causes of death in men aged 35–74 years

1 Tuberculosis 86·7% 1502/2694 (55·8%) 65·5% 117/322 (36·3%) 57·1% 7302/51 829 (14·1%) 71·0% 129/435 (29·7%)

2 COPD 83·3% 1147/2102 (54·6%) 65·9% 947/2015 (47·0%) 59·6% 3151/12 912 (24·4%) 72·4% 349/787 (44·3%)

3 Other respiratory 79·6% 411/1040 (39·5%) 50·6% 194/1017 (19·1%) 56·0% 4043/35 204 (11·5%) 64·2% 115/489 (23·5%)

4 Stroke 72·1% 503/1729 (29·1%) 48·5% 277/1495 (18·5%) 46·6% 741/20 170 (3·7%) 58·1% 155/971 (16·0%)

5 Ischaemic heart disease 72·7% 614/2018 (30·4%) 50·6% 1171/5740 (20·4%) 50·0% 549/5086 (10·8%) 60·7% 441/2390 (18·5%)

6 Other cardiovascular 69·1% 126/899 (14·0%) 51·5% 320/1384 (23·1%) 51·2% 1107/13 225 (8·4%) 57·4% 111/767 (14·5%)

7 Lung cancer 87·0% 752/1119 (67·2%) 65·8% 634/1355 (46·8%) 72·5% 1242/2459 (50·5%) 78·6% 194/341 (56·9%)

8 Upper aerodigestive cancer 87·1% 360/551 (65·3%) 61·4% 181/487 (37·2%) 68·6% 1949/4593 (42·4%) 71·7% 49/113 (43·4%)

9 Stomach, liver, pancreas cancer 72·3% 193/625 (30·9%) 42·0% 77/871 (8·8%) 51·3% 306/2357 (13·0%) 59·1% 37/237 (15·6%)

10 Myeloid leukaemia, urinary cancer 61·4% 4/88 (4·5%) 38·5% 13/377 (3·4%) 45·5% 14/299 (4·7%) 50·8% 0/61

11 Parkinson’s disease, ulcerative colitis 41·2% −4/17 15·3% −18/85 32·7% −6/49 23·1% −10/26

Subtotal (1–11): all smoking-related 
diseases of interest

79·3% 5608/12 882 (43·5%) 53·6% 3913/15 148 (25·8%) 55·3% 20 398/148 183 (13·8%) 63·1% 1570/6617 (23·7%)

12 Control diseases 63·4% 0/3995 38·3% 0/6707 48·1% 0/63828 51·9% 0/3156

13 All other known causes† 79·2% 0/3890 52·8% 0/7096 53·5% 0/52000 63·7% 0/2516

Total (1–13): all known causes 76·2% 5608/20 767 (27·0%) 49·8% 3913/28 951 (13·5%) 53·2% 20 398/264 011 (7·7%) 60·3% 1570/12 289 (12·8%)

Inferred relative risk (95% CI)‡ ·· 1·55 (1·43–1·67) ·· 1·37 (1·29–1·46) ·· 1·17 (1·15–1·19) ·· 1·27 (1·16–1·38)

All study deaths in 1999–2007 at ages 35–74 years with full data for underlying cause, smoking, and other factors. Smoking-attributed numbers might be underestimated, because non-smoking reference category 
included both never-smokers and ex-smokers. Numbers of smoking-attributed deaths were calculated separately for each age group, then summed over the age range 35–74 years. All-cause total excluded deaths 
from unknown cause (or with any missing data, because analyses were adjusted for province, age, year of death, education, and marital status). *Smoking-attributed fraction (%, from smoking-attributed number/
total number). †Cirrhosis, mental and behavioural disorders, HIV-related disease, and external causes; none of these deaths were attributed to smoking. ‡Relative risk for total deaths from a known cause within the 
study population, back-calculated from the smoking-attributed fraction; if the smoking-attributed fractions for particular causes in the study population are applied to nationwide burden-of-disease estimates of 
the annual numbers of deaths from those causes and then summed to estimate total nationwide numbers of tobacco-attributed deaths (appendix p 9), this could slightly change the smoking-attributed fraction, 
and hence the back-calculated relative risk, for all-cause mortality. 

Table 1: Male deaths attributed to smoking and total male deaths in the study, by population group and disease category

Q5 Q6 Q7

Table A.3: Smoking Deaths Among Women in South Africa

Coloured White African Other

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Smoke (% 
of dead)

Smoking-attributed/
total deaths (%)*

Causes of death in women aged 35–74 years

1 Tuberculosis 70·0% 583/1357 (43·0%) 36·4% 20/162 (12·3%) 14·3% 1154/30 036 (3·8%) 21·4% 24/187 (12·8%)

2 COPD 69·7% 606/1259 (48·1%) 55·4% 731/1735 (42·1%) 22·3% 784/7117 (11·0%) 19·3% 33/270 (12·2%)

3 Other respiratory 54·5% 143/765 (18·7%) 33·9% 91/716 (12·7%) 14·5% 832/27 856 (3·0%) 7·7% −3/273

4 Stroke 48·2% 351/2044 (17·2%) 31·9% 162/1378 (11·8%) 12·6% 209/25 421 (0·8%) 10·8% 34/825 (4·1%)

5 Ischaemic heart disease 50·0% 255/1229 (20·7%) 40·2% 471/2094 (22·5%) 12·9% 83/3945 (2·1%) 12·0% 65/1087 (6·0%)

6 Other cardiovascular 52·9% 206/917 (22·5%) 33·2% 126/942 (13·4%) 14·5% 291/13 240 (2·2%) 9·8% 15/569 (2·6%)

7 Lung cancer 72·3% 289/531 (54·4%) 57·7% 374/833 (44·9%) 37·0% 172/613 (28·1%) 31·2% 23/93 (24·7%)

8 Upper aerodigestive cancer 71·6% 101/197 (51·3%) 45·9% 53/181 (29·3%) 26·7% 346/2159 (16·0%) 10·2% 1/108 (0·9%)

9 Stomach, liver, pancreas cancer 50·3% 80/380 (21·1%) 27·3% 30/619 (4·8%) 15·4% 62/1523 (4·1%) 12·7% 7/165 (4·2%)

10 Myeloid leukaemia, urinary cancer,
cervix cancer

55·5% 123/546 (22·5%) 32·5% 37/388 (9·5%) 14·6% 111/4931 (2·3%) 9·4% −10/171

11 Parkinson’s disease, ulcerative colitis, 
endometrial cancer

23·1% −9/39 12·6% −11/87 9·5% −6/232 2·4% −21/42

Subtotal (1–11): all smoking-related diseases 
of interest

57·8% 2728/9264 (29·4%) 40·8% 2084/9135 (22·8%) 14·8% 4038/117 073 (3·4%) 12·3% 168/3790 (4·4%)

12 Control diseases 41·0% 0/4569 24·4% 0/6156 11·4% 0/67 427 7·9% 0/3710

13 All other known causes† 62·8% 0/1760 36·8% 0/2608 16·8% 0/21 123 12·6% 0/689

Total (1–13): all known causes 53·5% 2728/15 593 (17·5%) 34·6% 2084/17 899 (11·6%) 13·9% 4038/205 623 (2·0%) 10·3% 168/8189 (2·1%)

Inferred relative risk (95% CI)‡ ·· 1·49 (1·38–1·60) ·· 1·51 (1·40–1·62) ·· 1·16 (1·13–1·20) ·· 1·25 (1·07–1·46)

All study deaths in 1999–2007 at ages 35–74 years with full data for underlying cause, smoking, and other factors. Smoking-attributed numbers might be underestimated, because non-smoking reference 
category included both never-smokers and ex-smokers. Numbers of smoking-attributed deaths were calculated separately for each age group, then summed over the age range 35–74 years. All-cause total 
excluded deaths from unknown cause (or with any missing data, because analyses were adjusted for province, age, year of death, education, and marital status). *Smoking-attributed fraction (%, from 
smoking-attributed number/total number). †Cirrhosis, mental and behavioural disorders, HIV-related disease, and external causes; none of these deaths were attributed to smoking. ‡Relative risk for total deaths 
from a known cause within the study population, back-calculated from the smoking-attributed fraction; if the smoking-attributed fractions for particular causes in the study population are applied to nationwide 
burden-of-disease estimates of the annual numbers of deaths from those causes and then summed to estimate total nationwide numbers of tobacco-attributed deaths (appendix p 9), this could slightly change 
the smoking-attributed fraction, and hence the back-calculated relative risk, for all-cause mortality.

Table 2: Female deaths attributed to smoking and total female deaths in the study, by population group and disease category

Q8 Q9 Q10
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Appendix B: Questions In Belief Task

1. For adults 35 years of age and older, what percentage of deaths from lung
cancer are associated with smoking in the United States between 2005 and
2009? - Answer 82.42%

2. For adults 35 years of age and older, what percentage of deaths from other
cancers (cancers of the lip, pharynx and oral cavity, esophagus, stomach,
pancreas, larynx, cervix uteri, kidney and renal pelvis, bladder, liver, colon
and rectum, and acute myeloid leukemia) are associated with smoking in
the United States between 2005 and 2009? Other cancers do not include
lung cancer. - Answer 20.17%

3. For adults 35 years of age and older, what percentage of deaths from coronary
heart disease are associated with smoking in the United States between
2005 and 2009? - Answer 24.07%

4. For adults 35 years of age and older, what percentage of deaths from chronic
obstructive pulmonary disease are associated with smoking in the United
States between 2005 and 2009? - Answer 78.76%

5. We know that 20,767 Coloured men between the ages of 35 and 74 died
in South Africa between 1999 and 2007. What percentage of the Coloured
males that died were smokers? - Answer 27%

6. We know that 28,951 White men between the ages of 35 and 74 died in
South Africa between 1999 and 2007. What percentage of the White males
that died were smokers? - Answer 13.5%

7. We know that 264,011 African men between the ages of 35 and 74 died
in South Africa between 1999 and 2007. What percentage of the African
males that died were smokers? - Answer 7.7%

8. We know that 15,593 Coloured women between the ages of 35 and 74 died
in South Africa between 1999 and 2007. What percentage of the Coloured
females that died were smokers? - Answer 17.5%

9. We know that 17,899 White women between the ages of 35 and 74 died
in South Africa between 1999 and 2007. What percentage of the White
females that died were smokers? - Answer 11.6%

10. We know that 205,623 African women between the ages of 35 and 74 died
in South Africa between 1999 and 2007. What percentage of the African
females that died were smokers? - Answer 2%
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Appendix C: Belief Task Instructions

This is a task where you will be paid according to how accurate your beliefs
are about certain things. The questions that we ask have answers that we can
verify. There are 10 questions in this task. To illustrate, consider the following
question: what percentage of games did the soccer team Orlando Pirates win
in the Premier Soccer League (PSL) in South Africa in 2015? In order to express
your beliefs you will be shown a screen on the computer like the one shown below.

The display on your computer will be larger and easier to read. For each
question, you will need to allocate 100 tokens to the 10 interval bins: interval
bin 0% to 9%; interval bin 10% to 19%; interval bin 20% to 29%; and so on.
You have 10 sliders to adjust, shown at the bottom of the screen. Each slider
allows you to allocate the tokens to reflect your belief about the answer to this
question. You must allocate all 100 tokens in order to submit your decision,
and we always start with 0 tokens being allocated to each slider/interval bin.
The payoffs shown on the screen only apply when you allocate all 100 tokens.
As you allocate tokens to each interval bin, by adjusting the sliders, the payoffs
displayed on the screen will change. Your earnings are based on the payoffs that
are displayed after you have allocated all 100 tokens.
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The number of tokens you allocate to the 10 interval bins (shown above each
slider and below each bar) corresponds to a belief about the answer to the question.
The first bar here corresponds to a belief that the percentage is between 0% and
9%, the second bar corresponds to a belief that the percentage is between 10%
and 19%, and so on. We will round the actual answer to the nearest percentage
point.

To illustrate how you use these sliders, suppose you think there is a fairly
good chance that the true answer is just under 60%. In other words, that Orlando
Pirates won just under 60% of their games. Then you might allocate 50 tokens
to the 50% to 59% interval bin, as shown below. So you can see that if indeed
the true percentage is between 50% and 59% you would now earn more money
as you place more tokens into this correct interval bin. So if you do indeed believe
that there is a higher chance of the percentage being between 50% and 59%,
you would have increased your expected earnings. In this example, if the true
percentage is between 50% and 59% you would earn R237.00, and you would
earn less than R237.00 if the true percentage instead falls into any other interval
bin. Suppose you think there is also some chance that it is less than 50%, and
could be 49% or less. Then you might allocate the rest of your tokens as shown
below.

42



So here we show someone that allocated 50 tokens to the interval bin 50%
to 59%, 40 tokens to the interval bin 40% to 49%, and 10 tokens to the interval
bin 30% to 39%. You can adjust this as much as you want to best reflect your
personal beliefs.

Your earnings depend on your reported beliefs and, of course, the true answer.
In this case the true answer is 13 out of 30 games, or 43.3%, and we would round
that to 43%. So if you had reported the beliefs shown above, you would have
earned R207.00.

What if you had put all of your eggs in the true basket, and allocated 100
tokens to the correct interval bin (40% to 49%)? Then you would have faced the
earnings outcomes shown below.

Note the “good news” and “bad news” here. If you are absolutely certain
that you know the interval for the true answer to the question, you can earn the
maximum payoff, shown here as R300.00. But if you are wrong, and the actual
percentage had been 37% instead of 43%, then you would have earned nothing.

So it is up to you to balance the strength of your personal beliefs with the
risk of them being wrong. There are two important points for you to keep in
mind when placing your bets:

1. Your belief about the chances of each outcome is a personal judgement
that depends on information you have about the different events.
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Some people might be experts on a certain issue, and others might not be
very knowledgeable about it. Your personal beliefs will naturally reflect
your knowledge.

2. Your choices might also depend on your willingness to take risks
or to gamble. There is no right choice for everyone. For example, in a
horse race you might want to bet on the longshot since it will bring you
more money if it wins. On the other hand, you might want to bet on the
favourite since it is more likely to win something.

For each question, your choice will depend on two things: your judgment
about how likely it is that each outcome will occur, and how much you like to
gamble or take risks.

When you are happy with your bets, you should click on the Submit button
and confirm your choices. When you are finished the task, please raise your
hand and an experimenter will come to you to determine your payment for this
task. You will roll a 10-sided dice to select one of the 10 questions. You will
then be told the correct answer to that question and you will be paid according
to how you allocated your tokens.
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Appendix D: Risk Task Instructions

This is a task where you will choose between lotteries with varying prizes
and chances of winning. On each computer screen you will be presented with
a pair of lotteries and you will need to choose one of them. There are 90 pairs
of lotteries in this task. For each pair of lotteries, you should choose the lottery
you prefer to play. You will actually get the chance to play one of the lotteries
you choose, and you will be paid according to the outcome of that lottery, so
you should think carefully about which lottery you prefer. Here is an example of
what the computer display of such a pair of lotteries might look like.

Here is an example of what the computer display of such a pair of lotteries
might look like.
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The outcome of the lotteries will be determined by the draw of a random
number between 1 and 100. Each number between, and including, 1 and 100
is equally likely to occur. In fact, you will be able to draw the number yourself
using two 10-sided dice.

In the above example, the Left lottery pays R20 with a 55% chance, R160
with a 25% chance and R190 with a 20% chance. So when you roll the two 10-
sided dice if the number drawn is between 1 and 55 you will be paid R20, if
the number is between 56 and 80 you will be paid R160, and if the number is
between 81 and 100 you will be paid R190. The blue colour in the pie chart
corresponds to 55% of the area and illustrates the chances that the number drawn
will be between 1 and 55 and your prize will be R20. The orange area in the
pie chart corresponds to 25% of the area and illustrates the chances that the
number drawn will be between 56 and 80 and your prize will be R160. The green
area in the pie chart corresponds to 20% of the area and illustrates the chances
that the number drawn will be between 81 and 100 and your prize will be R190.
chances that the number drawn will be between 1 and 55 and your prize will
be R20. The orange area in the pie chart corresponds to 25% of the area and
illustrates the chances that the number drawn will be between 56 and 80 and
your prize will be R160. The green area in the pie chart corresponds to 20% of
the area and illustrates the chances that the number drawn will be between 81
and 100 and your prize will be R190.

Now look at the Right lottery in the example. It pays R20 with a 75% chance,
and R250 with a 25% chance. So when you roll the two 10-sided dice if the number
drawn is between 1 and 75 you will be paid R20, and if the number is between
76 and 100 you will be paid R250. The blue colour in the pie chart corresponds
to 75% of the area and illustrates the chances that the number drawn will be
between 1 and 75 and your prize will be R20. The green area in the pie chart
corresponds to 25% of the area and illustrates the chances that the number drawn
will be between 76 and 100 and your prize will be R250.

Each pair of lotteries is shown on a separate screen on the computer. On
each screen, you should indicate which lottery you prefer to play by clicking on
one of the buttons beneath the lotteries.
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You could also get a pair of lotteries in which one of the lotteries will give
you the chance to play “Double or Nothing.” For instance, the Right lottery
in the following screen image pays “Double or Nothing” if the Green area is
selected. The right pie chart indicates that there is a 50% chance that you get
R0. So if you roll the two 10-sided dice and the number drawn is between 1 and
50 you will be paid R0. However, if the number is between 51 and 100 you will
toss a coin to determine if you get double the amount listed in green (R210). If
the coin comes up Heads you get R420, otherwise you get nothing. The prizes
listed underneath each pie refer to the amounts before any “Double or Nothing”
coin toss.
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For instance, suppose you picked the lottery on the left in the last example.
If the random number drawn was 37, you would win R60; if it was 93, you would
get R110.

If you picked the lottery on the right and drew the number 37, you would get
R0; if instead you drew 93, you would have to toss a coin to determine if you get
“Double or Nothing.” If the coin comes up Heads then you get R420. However, if
it comes up Tails you get nothing from your chosen lottery.

After you have worked through all of the 90 pairs of lotteries, raise your hand
and an experimenter will come to you to determine your payment for this task.
You will roll two 10-sided dice until a number between 1 and 90 comes up to
determine which pair of lotteries will be played out. Since there is a chance that
any of your 90 choices could be played out for real, you should approach each
pair of lotteries as if it is the one that you will play out. Finally, you will roll
the two ten-sided dice again to determine the outcome of the lottery you chose,
and if necessary you will then toss a coin to determine if you get “Double or
Nothing.”

It is also possible that you will be given a lottery in which there is a “Double
or Nothing” option no matter what number you roll with the two 10-sided dice.
The screen image below illustrates this possibility. The Right lottery in the example
pays “Double or Nothing” for any number that is drawn with the two 10-sided
dice. So if you select the Right lottery and roll a number between 1 and 50 you
will toss a coin to see whether you get R0 or R120 (double R60). If you roll a
number between 51 and 100 you will toss a coin to see whether you get R0 or
R420 (double R210).

Therefore, your earnings for this task are determined by four things:

• by which lottery you selected, the Left or the Right, for each of these 90
pairs;

• by which lottery pair is chosen to be played out in the set of 90 such pairs
using the two 10-sided dice;

• by the outcome of that lottery when you roll the two 10-sided dice; and

• by the outcome of a coin toss if the chosen lottery outcome is of the “Double
or Nothing” type.
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Which lotteries you prefer is a matter of personal taste. The people next to
you may be presented with different lotteries, and may have different preferences,
so their responses should not matter to you. Please work silently, and make your
choices by thinking carefully about each lottery.

Payment for this task is in cash, and is in addition to the R40 show-up fee
that you receive just for being here. When you have finished the task, please
raise your hand and an experimenter will come to you to determine your payment
for this task.
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Appendix E: Interval Regression over Recovered Beliefs

To estimate differences in the beliefs of subjects, we fit a Beta distribution
using weighted maximum likelihood to beliefs recovered from each individual
subject’s estimated RDU model. The reason that we only fit the RDU model is
that EUT is nested in RDU. Hence, if a subject is best characterized, for some
significance level, as conforming to EUT, the RDU estimates for that subject
will correctly capture that fact.

This process involves first estimating the RDU model over each subject’s
choices, then using the point estimates and covariance matrix to construct a
“bootstrapped” distribution of preferences for each subject, and then recovering
the latent beliefs from the reports for each question using draws from this bootstrapped
distribution. We then combine the sets of recovered beliefs across all subjects,
treating the resulting set of beliefs as a pooled “representative agent.” We fit
the Beta distribution to this final pooled set of beliefs across all subjects, while
specifying the shaping parameters of the Beta distribution as linear functions of
observable characteristics. We detail this process in full below.

First, consider subject 1 in our sample. We fit a RDU model with the two-
parameter PWF due to Prelec (1998) to this subject’s data. This RDU model
has 4 parameters: the r parameter which defines utility function curvature in the
CRRA utility function, the φ and η parameters which define the PWF, and the
λ parameter which is used as a precision parameter with the CU model due to
Wilcox (2011). The φ, η, and λ parameters are only defined for values greater
than 0, so these parameters are exponentiated inside our likelihood function.
Thus, the raw estimates given in Table E.1 represent the natural log of the values
passed to the PWF.

With the vector of point estimates given by µ, and the covariance matrix
given by Σ in Table E.1, we construct a multivariate normal distribution N(µ,Σ).
We sample from this distribution H times: an example with H = 8 draws is
given in Table E.2. Each random draw from N(µ,Σ) represents a set of risk
preferences that can then be used to recover beliefs from the observed reports for
this subject following Harrison and Ulm (2016). The reports for Subject 1 are
given at the top of Table E.3 and the beliefs recovered from these reports, using
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the bootstrapped risk preferences given in Table E.1, are given at the bottom of
Table E.3. The variation in recovered beliefs in Table E.3 is produced entirely by
the uncertainty in the estimates of the risk preferences.

The process that produced Table E.3 is repeated for every subject, and for
each question, with H = 500 draws from N(µ,Σ). We combine the 500 sets
of recovered beliefs per subject into a pooled dataset for each question with
covariates added based on each subject’s observable characteristics. We then
estimate a Beta interval regression on these data using weighted maximum likelihood.
The Beta distribution is:

f(x|α, β) =
[

Γ(α + β)
Γ(α)Γ(β)

]
xα−1(1− x)β−1 (7)

where 0 ≤ x ≤ 1, and α, β > 0. The mean and variance of the Beta distribution
are:

E(X) = α

α + β
(8)

var(X) = αβ

(α + β)2(α + β + 1) (9)

where (8) gives the mean and (9) gives the variance. We re-parameterize the
distribution function such that π = α/(α + β) and ψ = α + β. With this new
parametrization the mean and variance of the Beta distribution are given by:

E(X) = π (10)
var(X) = π(1− π)/(1 + ψ) (11)

The α and β parameters are fully defined by π and ψ so higher moments of
the Beta distribution can be recovered if desired. Importantly, ψ is a “direct”
representation of the variance of the Beta distribution: as ψ increases, the variance
of the distribution decreases.19

19 The re-parameterization aids in the estimation of the Beta distribution. Since the
estimation is performed through maximum likelihood, changes in the moments of the Beta
distribution have the greatest impact on the returned likelihoods. Since multiple values of α
and β can return the same mean (E[X|α, β] = E[X|α× s, β× s], ∀s > 0), numerical optimizers
may struggle converging on unique values of α and β. Re-parameterizing the Beta distribution
such that the mean is directly estimated by π and the variance term is directly represented by
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The process of fitting a Beta distribution to the recovered beliefs for each
question is straightforward using weighted maximum likelihood estimation, recognizing
the interval nature of the data in “bins.” The Beta distribution provides the
candidate log-likelihoods, and the recovered beliefs provide the weights. Candidate
values for the π and ψ parameters, as well as coefficients for the covariates of
each parameter, shape the Beta distribution. The weighted likelihood of a recovered
belief b for bin i is:

L(bi) = bi × ln [F (k|π, ψ)− F (j|π, ψ)] (12)

where bi gives the recovered belief for bin i, F (k|π, ψ) gives the Beta cumulative
distribution function at k given π, ψ, and F (j|π, ψ) gives the Beta cumulative
distribution function at j given π, ψ. The parameters k and j represent the upper
and lower bounds, respectively, on the interval represented by bin i. Since the
bins in each question partitioned a percentage space between 0 and 1 into 10
bins, for bin 1, j = 0 and k = 0.1, for bin 2, j = 0.1 and k = 0.2, and so on.
We fit a continuous distribution over the reports because the underlying belief is
a continuous variable, the percentage of deaths due to smoking-related ailments.
The Beta distribution is a natural fit for this process as it is bounded between 0
and 1, just as percentages are.

The Beta distribution is, of course, not without its limitations. The Beta
distribution cannot handle multiple modes, or interior segments of beliefs with
zero probability.20 These problems would be particularly pronounced if we were
fitting unconditional belief distributions for an individual subject and a specific
question, as many subjects allocate tokens bi-modally and leave some bins with
zero tokens.21 But for pooled estimation, conditional on observable characteristics,

ψ eases numerical optimization with no loss of generality.
20 These issues are also raised by Engelberg, Manski and Williams (2009, p. 36) when

estimating the subjective beliefs of forecasters using parametric distributions: “Imposing
assumptions enables sharper empirical analysis, albeit subject to the credibility of the
assumptions imposed.” The Beta distribution, however, is a particularly flexible candidate
distribution because it can have different values for its mean, median, and mode.

21 If subjects only had zero token allocations in consecutive bins at the edges of K, for
instance bins 1-3 and bins 8-10, empty bins are less of an issue. The Beta could then just be
fit over bins 4-7, and the estimated means and variances adjusted for this limited range. The
issues around multiple modes, however, would still be an issue.
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these issues are less problematic since the fitted Beta distribution only characterizes
the residual error distribution after the effect of the covariates has been accounted
for. If, however, the underlying distribution of beliefs has multiple modes after
controlling for observable covariates, a mixture of multiple Beta distributions
can be estimated to control for the unobservable heterogeneity in the sample
that causes the multiple modes in the data.

Table E.4 uses π = 0.5 and ψ = 4 as candidate values to the likelihood
function, and calculates the log-likelihood of subject 1’s recovered beliefs as given
in Table E.3 for every bin. The final column of Table E.4 sums these candidate
likelihoods across all K bins for every bootstrapped set of recovered beliefs,
which results in H log-likelihoods per subject, per question, one for each of the
H sets of recovered beliefs recovered in Table E.3. This vector is summed across
all N subjects, and estimators π̂ and ψ̂ are found such that they maximize this
summed value:

LN(π, ψ) =
N∑
n

H∑
h

K∑
i

bi × ln [F (k|π, ψ)− F (j|π, ψ)]

π̂, ψ̂ = argmax
π,ψ

LN(π, ψ)
(13)

Table E.1: Subject 1 Point Estimates and Covariance Matrix

r φ η λ
µ = -0.092 -0.416 0.102 -2.285

r φ η λ

Σ =

r 0.092 0.032 -0.041 -0.021
φ 0.032 0.049 -0.002 -0.014
η -0.041 -0.002 0.035 0.001
λ -0.021 -0.014 0.001 0.109
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Table E.2: Example H = 8 Draws from N(µ,Σ)

r φ η λ
-0.122 0.601 1.233 0.089
0.155 0.502 0.863 0.095
-0.084 0.529 1.066 0.104
0.034 0.777 0.996 0.167
-0.215 0.653 1.201 0.14
-0.475 0.442 0.999 0.189
-0.051 0.5 0.794 0.101
0.31 0.79 0.851 0.057

Means: -0.056 0.599 1 0.118

Table E.3: Subject 1 Reports and Recovered Beliefs, Question 1

Bins
1 2 3 4 5 6 7 8 9 10

Reports: 0 0 0 0.39 0.37 0.17 0.07 0 0 0

Recovered Beliefs

0 0 0 0.52 0.4 0.07 0.01 0 0 0
0 0 0 0.32 0.6 0.08 0.01 0 0 0
0 0 0 0.45 0.48 0.07 0.01 0 0 0
0 0 0 0.4 0.43 0.14 0.03 0 0 0
0 0 0 0.49 0.4 0.09 0.02 0 0 0
0 0 0 0.37 0.56 0.07 0 0 0 0
0 0 0 0.24 0.64 0.11 0.01 0 0 0
0 0 0 0.34 0.48 0.15 0.04 0 0 0

54



Table E.4: Candidate Likelihoods, π = 0.5 and ψ = 4

F (k|π, ψ)− F (j|π, ψ)
0.03 0.08 0.11 0.14 0.15 0.15 0.14 0.11 0.08 0.03

Recovered Beliefs (bi)
0 0 0 0.52 0.4 0.07 0.01 0 0 0
0 0 0 0.32 0.6 0.08 0.01 0 0 0
0 0 0 0.45 0.48 0.07 0.01 0 0 0
0 0 0 0.4 0.43 0.14 0.03 0 0 0
0 0 0 0.49 0.4 0.09 0.02 0 0 0
0 0 0 0.37 0.56 0.07 0 0 0 0
0 0 0 0.24 0.64 0.11 0.01 0 0 0
0 0 0 0.34 0.48 0.15 0.04 0 0 0

L(bi) = bi × ln [F (k|π, ψ)− F (j|π, ψ)] Lh = ∑K
i L(bi)

0 0 0 -1.04 -0.76 -0.14 -0.02 0 0 0 -1.955
0 0 0 -0.63 -1.14 -0.15 -0.01 0 0 0 -1.938
0 0 0 -0.89 -0.91 -0.14 -0.01 0 0 0 -1.949
0 0 0 -0.79 -0.83 -0.26 -0.07 0 0 0 -1.947
0 0 0 -0.97 -0.77 -0.18 -0.03 0 0 0 -1.953
0 0 0 -0.73 -1.06 -0.14 -0.01 0 0 0 -1.942
0 0 0 -0.48 -1.23 -0.21 -0.02 0 0 0 -1.932
0 0 0 -0.67 -0.91 -0.29 -0.07 0 0 0 -1.942
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